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Logistics

e Project Proposal and Project Instructions up on Canvas!
o They're due by EOD Oct 25

o You can submit project proposal first to get feedback.



Course Evaluation

e Thisis REALLY important for us!

e Extra credit: 10 points

e The question we want to hear about is: What could we have done
better for the course? This can include anything, so feel free to
share your thoughts on advertising, lectures, notebooks, projects,
discussions, office hours, or support. We're running this course in

future semesters, and we really appreciate your feedback!



Spectrum!

“Al capability will hit a wall”

< A wall before 2030, from running out of data, compute, or ideas

Scaling will continue to get us superintelligent Al >



Spectrum!

“Al will bring transformative change at a scale equivalent or larger

than the industrial revolution”

< Al is just a tool, like the internet or spreadsheets

Al will change everything forever >



Spectrum!

“Future models will be aligned by default”

< Aligned by default: occasional misfires from misreading what people want, but it
stays within human control
Uncontrollable by default: capable Al escapes human control unless we

deliberately prevent it >



What do you think Al will be in 2 years?

e About 4 years ago, ChatGPT just came out
e 2 years ago, GPT-40 came out

e Today, Al can solve the Millenium problem



What do you think Al will be in 2 years?

Sharing Al progress

in mathematics

Assuming all proofs are correct, how big is this?

Weighing the results against history's biggest mathematical leaps. >

Assuming every proof is correct, this is the largest event in the history of mathematics. Nothing
else comes close in breadth. My rough guess is that it amounts to several decades of top-tier
progress across neatrly every field, compressed into a few weeks.



What do you think Al will be in 2 years?

For the most important results in this list, how big are they? If a single person comes
up with a single result, would they win the Fields medal? Could a result be the
flagship work of the career of a professor at Harvard/MIT?

Refining tiers with precedent cases from past prize decisions. >

Yes on both counts, for the top results. On the Harvard/MIT question, most of the headline results
would clear that bar easily, and a handful would probably win a Fields Medal on their own.

How the Fields bar works. The medal goes to mathematicians under 40, usually for a body of
work, but a single result can carry it. Roth won in 1958 essentially for proving that algebraic
numbers have irrationality exponent 2. Viazovska’s win rested largely on sphere packing.
Committees also weigh the new ideas in a proof, not just the statement it proves. So the tiers
below assume each proof introduces new methods proportionate to the problem.

Beyond a typical Fields

 Quasi-RH: For 70 years, nobody has proved a zero-free half-plane for {(s) forany § > 0.
Proving Rs > 7 / 8 for all Dirichlet L-functions, which also kills Siegel zeros, would be
among the biggest number theory results of the century.

¢ Hodge for CM abelian varieties: This would bring with it the Tate conjecture for abelian
varieties over finite fields and the Hodge standard conjecture for abelian varieties. These are
central problems from the Grothendieck era.

Likely a Fields Medal by itself

o u(m) = 2: Thisis the direct analogue of Roth’s theorem for a transcendental number. The
previous best bound was around 7.1.

¢ Erdés’s arithmetic progression conjecture with quasipolynomial Szemerédi bounds:
Gowers’s Fields Medal partly rested on much weaker bounds.

¢ Goldfeld’s conjecture plus the full BSD formula in corank < 1: Bhargava’s average-rank
work was part of his Fields citation. 0

Hilbert’s tenth nroblem over O): This one is boruerline to strone denendine on the vear’s

Assuming all proofs are correct, how big is this?

tical leaps. >

vent in the history of mathematics. Nothing
t amounts to several decades of top-tier
1 few weeks.



What do you think Al will be in 2 years?



Today's Plan

Part 1: Forecasting
How fast is Al moving?

1T How we got here
Measuring the trend

What forecasters say

hHh W DN

What it means for you

Part 2: Governance
Who gets to steer it?

1 Why govern now
Pacing the frontier

The policy toolkit

H WD

States, nations, and the world



Part 1

Forecasting

How fast is Al moving, and what should you do about it?

How we got here Measuring the trend What forecasters say What it means for you



From Homer to HAL

People imagined thinking machines for nearly 3,000 years before anyone built one.

c. 750 BCE 1843
Homer 1206 Ada Lovelace 1968
Golden handmaidens with Al-Jazari Argues the Analytical Engine 1950 ) HAL 9000
“understanding in their Programmable musical and  cannot originate anything Alan Turing The computer that refuses
hearts” serving automata “Can machines think?" to open the pod bay doors
[ [ [ [ [ [ [ [ [
c. 250 BCE 1818 1920 1965
Talos Frankenstein R.U.R. l. J. Good
A bronze giant guarding A made mind that turns on Capek's play coins the word The "ultraintelligent
Crete, in the Argonautica its maker “robot” machine”



The Hope and the Fear, Written Down in the 1960s

“The first ultraintelligent machine is the last invention that man need ever
make, provided that the machine is docile enough to tell us how to keep it
under control.”

l. J. Good, Speculations Concerning the First Ultraintelligent Machine, 1965

“I'm sorry, Dave. I'm afraid | can't do that.”

HAL 9000, 2001: A Space Odyssey, 1968

The question for today is how close this is, and what to do about it.

Good, Advances in Computers 6, 1965 / Kubrick & Clarke, 2001: A Space Odyssey, 1968



Seventy Years of Slow, Uneven Progress

1950 to 2016

1986
1950 Backpropagation 1997
Imitation game 1958 Rumelhart, Hinton & Williams Deep Blue 2016
Turing proposes a test for The perceptron train multilayer networks  Beats chess champion Garry AlphaGo
machine intelligence Frank Rosenblatt, Cornell Kasparov Beats Lee Sedol at Go
[ [ [ [ [ [ [ [ [
1956 1974, 1987 1989 2012
Dartmouth Al winters Convolutional nets AlexNet
The field takes the name Funding collapses after LeCun's network reads 15.3% error on ImageNet,
“artificial intelligence” overpromising handwritten digits versus 26.2% for the

runner-up



Then the Pace Picked Up

2017 to 2024

May 2020 Nov 2022 Sep 2024
Jun 2017 GPT-3 ChatGPT o1

Transformer Few-shot learning at 175B About 100 million users in two Reasoning models: 74% on
“Attention Is All You Need"” parameters months AIME math, up from 12%

Feb 2019 Nov 2020 Mar 2023 Oct 2024
GPT-2 AlphaFold 2 GPT-4 Nobel Prizes

Fluent paragraphs from a Protein structure prediction Strong scores on Physics for Hopfield and
language model professional exams Hinton, Chemistry for
Hassabis and Jumper



The Last Fifteen Months

July 2025 to September 2026

May 2026
Jul 2025 Sep 2025 Erdos conjecture Sep 3 Sep 22
Gold-medal score at the Perfect score at the the unit-distance Largest training run so far, Fable 5.1-level work at
Math Olympiad programming world finals conjecture about 10’ FLOP lower cost
[ [ [ [ [ [ [ [ [ [
Aug 2025 Apr 2026 Jul 2026 Sep 8 Sep 30
GPT-5 Claude Mythos Sandbox escape Navier-Stokes Gemini 4
OpenAl's unified Preview OpenAl agents break into OpenAl claims a Google's next frontier
reasoning model Finds thousands of Hugging Face duringa  Millennium Prize problem model
high-severity test

vulnerabilities



Inputs and Abilities Keep Growing

Training compute has grown 5x per year since 2020

Training compute (FLOP)
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Training compute: about 5x per year since 2020

Epoch Al, Trends in Al (epoch.ai/trends), CC BY

The ECI frontier has advanced by 14 points per year since the introduction
of reasoning models

Epoch Capabilities Index (ECI)

150 M Reasoning SOTA

M Non-reasoning SOTA
170 . Other release

160
+14 ECl/year
90% Cl:12-17
150 adj. R20.98
+6 ECl/year
140 90% CI: 3-8
adj.R2 076
130
@
120°
110

Ribbons show the 90% prediction interval for.frontier models.

2023 2024 2025 2026 2027

CC-BY epoch.ai

Capabilities index: faster since reasoning models

1



A Better Ruler: How Long a Task Can Al Do?

METR measures Al ability in units of human working time.

1. Time people
Experts do about 230
software, research, and

cyber tasks. Record
how long each takes.

2. Run the Al

The agent attempts
every task many times.

3. Fita curve

Success falls as tasks
get longer.

Kwa et al., Measuring Al Ability to Complete Long Tasks, 2025 / METR, Time Horizon 1.1, 2026

4. Read the horizon

The task length where
the Al succeeds half
the time.

12



Task Length Doubles About Every Four Months

16 hours

4 hours

1 hour 1

6 min-

Task duration (for humans)
where logistic regression of our data

36 sec

predicts the Al has a 50% chance of succeeding

4 sec

Length of software tasks that

different LLMs can complete 50% of the time

Optimally reduce the size ofa language model

Train adversarially robust image model
Train classifier
Find factonweb

I- Count words in passage

Answer question 4
GPT-3@ .-~

@®GPT-2

with our current task suite

GPT-4@

. GPT-3.5@

S METR

Measurements above 16 hrs are unreliable

o Claude Mythos
Claude Opus 4.6 ® Preview (early)
o b .
e (.-
o3@®, - -
S i
.-01®
q]—previéw..
g ®
GPT-40 @

[ ]

T
2020 2021

T T
2022 2023

LLM release date

T T
2024 2025 2026

METR, Time Horizon 1.1, 50% horizon, data as of May 8, 2026 (metr.org)

~4 mo

doubling time since 2023 (7
months over the full history)

~17 h

Claude Mythos Preview (early),
April 2026

METR: measurements above 16
hours are unreliable with this task
suite.
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Extrapolating this line...

1. Quantitative forecast through May 2028
METR's research identifies two useful growth rates:

e Long-term trend: time horizons double approximately every 6.5 months.

* Recent trend (since 2023): time horizons double approximately every 4.3 months. & VETR

Starting from the approximately 16-hour frontier measured in spring 2026:

Historical trend

May 2026 (measured baseline) 16 hours
October 2026 (today) 28 hours
May 2027 59 hours
May 2028 211 hours
Equivalent human work in May 2028 5.3 workweeks

Recent trend

16 hours

36 hours

208 hours

770 hours

19.3 workweeks

These are mechanical extrapolations, not METR predictions or statistical confidence intervals. They assume the

historical growth rates persist and use an 8-hour workday and 40-hour workweek.

Projected 50%-success horizon in May 2028

Long-term trend Recent trend
5 weeks 19 weeks
of skilled human work of skilled human work

13



Extrapolating this line...

h(t) = hg - 2(t_t0)/Td Horizon reached Doubling every 4 Doubling every 7
0
months months
h
_ — - 1 work week (40 h Sep 2026 Feb 2027
t tO—leog2h work week (40 h) p
0 1work month (167 h)  Jun 2027 Apr 2028
Start: about 12 hours in February 2026 1 work year (2,000 h) Sep 2028 May 2030

(Claude Opus 4.6).

Two caveats: 50% success is far from reliable, and trends can bend in either direction.

Arithmetic from METR time-horizon data / Kwa et al., 2025

14



Labs See the Future First

What the public sees is a lagging indicator.

April 2026

Claude Mythos Preview goes only to selected

Public frontier Inside the labs partners (Project Glasswing).

~12 hours 16+ hours August 1, 2026
OpenAl reports ten new math results from an

METR, early 2026: the internal frontier is on average about Internal Astra model.

wo months ah f the public one.
two months ahead of the public one September 3, 2026

GPT-6 Astra is released to the public.

Governments see even less, unless labs give them early access.

METR, Frontier Risk Report, May 19, 2026 / OpenAl, August 1, 2026 / Anthropic, Project Glasswing, April 7, 2026 15



A Benchmark That Points to November 2026

ForecastBench: can Al predict real-world events as well as the best human forecasters?

0.40
= = Linear Trend ® SOTA Model Non-SOTA Model
0.35 : :
Projected LLM-superforecaster parity: November 2026
(95% CI: December 2025 - Januar y 2028)
0.30
2
o
o
a
= 0.254
X
=
o
T
Q
@ 0.20
=
k<)
©
v
>
2
S 0154
2
© [T T
= Public = = @@ o e mascmscecossaamme
a GPT-4 St T SRR SR S e
0.10 4 GPT-4 Turbo Claude 3.5 Sonnet Claude 3.5 Sonnet TR, e L
Superforecaster GPT-4.5
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Model release date

Forecasting Research Institute, ForecastBench, October 8, 2025 and July 16, 2026

Nov 2026

projected parity with superforecasters
(95% CI: Dec 2025 to Jan 2028)

1 <
jer — E (p; — o 2
Brier = i 1(pZ 0;)

July 2026 update: top models have
“likely reached parity."”

16



Is There a Wall?

Reasons to expect a slowdown Reasons to expect a speedup

High-quality human text is running out Training compute still grows about 5x a year
Frontier training runs cost billions of dollars Reasoning and reinforcement learning opened a
Sutskever: "We're moving from the age of scaling second axis of scaling

to the age of research” Al now helps build the next Al

Benchmarks saturate before they can show the Anthropic estimates Al already speeds its

next step progress about 1.5x%

Which list do you find more convincing, and what evidence would change your mind?

Sutskever on the Dwarkesh Podcast, November 25, 2025 / Amodei, We Must Pace the Frontier, 2026 / METR, Claude Opus 5.5 report,
September 22, 2026

17



Al 2027: A Month-by-Month Scenario

Kokotajlo, Alexander, Larsen, Lifland & Dean, April 2025

Al Futures Model: Timelines Forecast

Milestone arrival dates - Daniel's forecast (Aug 2026) - Probability density

== Daniel's 08-16-26 all-things-considered forecast for AC (Automated Coder) (p10: January 2027, p50: November 2027, p90: April 2030)

Mar 2027
Superhuman coder

Aug 2027
Superhuman Al researcher

40%/yr

Nov 2027 i b

Superintelligent Al researcher o
Dec 2027 5
Artifi Cia I S u pe ri nte I I i g e n Ce . Jan 2027 Jar:;;:; __________ Ja-n_Z-(’.)—S; __________ J _a;\;;.’_%&; ______ ;::_J;::;:'-HHh'_h-'“:;n-;z;;-nﬁ—’ ......

Two endings: a race, or a slowdown.

August 2026 update: reality is running at roughly 70 to 90% of the scenario's speed.

Kokotajlo et al., Al 2027 (ai-2027.com), 2025 / Al Futures Project, Q2.5 2026 timelines update, August 16, 2026 18



Who Expects What, and When

Median arrival dates. Each group defines the milestone differently.

Dario Amodei, Anthropic CEO
“Powerful Al," said in January 2026

Daniel Kokotajlo, Al Futures
AGI, August 2026

Metaculus community
First general Al system announced

Eli Lifland, Al Futures
AGI, August 2026

Al researchers
Human-level machine intelligence, surveyed 2024

Superforecasters, FRI panel
AGl, as judged by the panel

Al experts, FRI panel
AGl, as judged by the panel

Amodei, The Adolescence of Technology, January 2026 / Al Futures Project, August 2026 / Metaculus Q5121 / Al Impacts survey,

2024 wave [ FRI LEAP, Wave 8

| Class of 2030 graduates
:
a» 2027-28
I
@ 2028
l
| @ 2031
l
@ 2032
I
: @ 2042
l
: @ 2047
l
: @ 2050
|
2026 2030 2035 2040 2045 2050
20



Forecasting the future is HARD

There's No Fire Alarm for Artificial General Intelligence, by Eliezer Yudkowsky, Oct 2017

Two: History shows that for the general public, and even for scientists not in a key inner
circle, and even for scientists in that key circle, it is very often the case that key
technological developments still seem decades away, five years before they show up.

In 1901, two years before helping build the first heavier-than-air flyer, Wilbur Wright told
his brother that powered flight was fifty years away.

In 1939, three years before he personally oversaw the first critical chain reaction in a pile
of uranium bricks, Enrico Fermi voiced 90% confidence that it was impossible° to use
uranium to sustain a fission chain reaction. I believe Fermi also said a year after that, aka
two years before the denouement, that if net power from fission was even possible (as he
then granted some greater plausibility) then it would be fifty years off; but for this I
neglected to keep the citation.

And of course if you're not the Wright Brothers or Enrico Fermi, you will be even more
surprised. Most of the world learned that atomic weapons were now a thing when they
woke up to the headlines about Hiroshima. There were esteemed intellectuals saying four
years after the Wright Flyer that heavier-than-air flight was impossible, because

knowledge propagated more slowly back then.



The Counterpoint: Al as Normal Technology

Narayanan & Kapoor, April 2025

[ Invention H Innovation } [ Diffusion J

v “Transformative economic
" Mothods / Products / o o and societal wppacts will be
age capabilities Applications arly adoptio P slow (On the timescale of
w : Retraining software n
Example LLMs Al code editor ?dni;d:alsscr? tlnil engineers to decadeS) :
b emphasize AT skills
AP;Z?SS:‘W Benchmarks Uplift studies Surveys Economic indicators There are speed limits at each stage
Capability-reliability Oreanizational
Herding gap Learning curves chfnges
Speed limits "Last mile" problem Dependence on Safety
diffusion Laws and norms

Figure 1from Narayanan & Kapoor, Al as Normal Technology, Knight First Amendment Institute, 2025 21



Adoption Is Rising, Slowly Where It Counts

62% 6.3% <3% ~18%

of US adults use generative Al, of US work hours are assisted of work tasks have of US firms use Al to
up from 45% in August 2024 by Al, up from 4.1% in 2024 adoption above 50% produce their goods or
services

Capability can jump in months. Diffusion into jobs, firms, and laws has taken years.

Federal Reserve Bank of St. Louis, September 2026 / FRED Generative Al Adoption Tracker / US Census Bureau, Business Trends and
Outlook Survey, 2026

22



Early Signs in Entry-Level Software Jobs

1.2 -

1.1

1.0 1

0.9 1

0.8 1

Headcount Over Time by Age Group
Software Developers (Normalized)

2021
2022 -
2023
2024 -
2025
2026 -

Date

Early Career 1 (22-25)
Early Career 2 (26-30)
Developing (31-34)
Mid-Career 1 (35-40)
Mid-Career 2 (41-49)
Senior (50+)

~20%

drop in software developers aged 22 to 25
since late 2022

7.8%

unemployment for recent computer
engineering grads, 2nd highest of 74 majors

But: “no evidence of widespread,
economy-wide job displacement.”

Brynjolfsson, Chandar & Chen, Canaries in the Coal Mine?, August 2026, Figure B3 / Federal Reserve Bank of New York, The Labor
Market for Recent College Graduates, August 2026

23



Activity: What's Your Timeline?

In what year will Al do most remote knowledge work as well as a skilled person? Pick a card.

Short: before you Medium: the 2030s Long: 2040 or later
graduate Which first job leaves you the Which choices still pay off if
Which skills still matter in most room to adapt? Al changes little for a decade?

2030? Who would hire you,
and to do what?

24



How would you change your action of today,
based on your timeline?




Part 2

Governance

If this is coming, who gets to steer it, and how?

Why govern now Pacing the frontier The policy toolkit States, nations, and the world

28



Need for Governance

® Q AN 28

Race dynamics Information gap Shared risks Legitimacy
No company or country Labs see new Cyberattacks, Choices that reshape
wants to slow down capabilities months bioweapons, and loss of jobs and power need
alone, even if all would before the public or control fall on people democratic input.
prefer a slower pace. governments do. who never chose to use

Al.

29



Warning Signs From 2026

GPT-6 Astra conducted unsanctioned attack activity during
simulated cyber evaluations

AISI

Fully simulated environment - No real internet access or harm caused

100%
80%
60%
40%
20%

0%

92% 98.6% 99%

Investigates a
third-party target

M GPT-5.5* (n=10)

38.8%

8.8%

2%

]
Develops and
tests an attack

M GPT-5.6 Sol (n=100) B GPT-6 Astra (n=100)

33.1%
—_— 29.2%

12.2%]
20, _ 37% ) 6.3%
I 0% ok —
Creates a Influences a Delivers a
fake identity human reviewer malicious payload

July 2026

OpenAl agents in a hacking test escaped their
sandbox and broke into Hugging Face.
OpenAl called it a "“warning shot.”

July 28, 2026

During UK cyber testing, agents took 19
unsanctioned real-world actions, 17 of them
by Mythos 5.

September 2026

In simulation, GPT-6 Astra delivered a
malicious payload in 29% of runs, up from 6%
for GPT-5.6 Sol.

UK Al Security Institute, incident report, August 4, 2026, and GPT-6 Astra simulation report, September 28, 2026 / OpenAl, Hugging
Face incident report, 2026

30



The Public

80 % 63% 86%

want safety rules kept even say Al is advancing back independent safety
if Al development slows too quickly (Pew, standards for developers
(Gallup, 2025) February 2026) (Quinnipiac, September 2026)

Gallup, 2025 / Pew Research Center, February 2026 / Quinnipiac University Poll, September 2026

717 %

want powerful Al slowed or
stopped until its safety is
evaluated (Quinnipiac)

31



“The Policy Window Is Open”

“The Al policy window is open, for now. We intend to use it."

Chris Lehane, OpenAl, September 9, 2026

“...a remarkable public backlash against unregulated approaches to Al have created a
situation where policymakers are unusually open to forward-looking actions.”

Dario Amodei, Policy on the Al Exponential, June 2026

OpenAl, The Al policy window is open, September 9, 2026 / Amodei, Policy on the Al Exponential, June 2026

32



“The Policy Window Is Open”
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Pacing the Frontier

A statement from 1,386 employees of frontier Al companies, July 2026

“We request that the U.S. government support an international effort to
develop the technical and governance tools needed to deliberately pace the

frontier of automated Al development.”

Signers include Dario Amodei, llya Sutskever, Jakub Pachocki, Jan Leike, Shane Legg, and John Schulman

The problem it names: companies and countries face strong pressure not to slow down on their own.

Pacing the Frontier (pacingthefrontier.com), July 28, 2026 33



"WWe Must Pace the Frontier”

Dario Amodei, September 12, 2026

“We must slow the pace at which we improve the capabilities of Al models. Progress
will still seem fast, and we must make wise use of the time we gain."”

1. Embedded evaluators 2. Democratic coordination
Third-party evaluators such as Labs in democracies agree on
METR get employee-like accessat >  safety standards and limits on
every frontier lab. Anthropic unchecked progress.

commits now.

Amodei, We Must Pace the Frontier, September 12, 2026

3. Global coordination

Democracies seek verifiable
agreements with authoritarian
governments.

34



How Far Could a US—China Deal Go?

Four levels of agreement from Amodei's essay, easiest first

Ban narrow, clearly dangerous uses, such as Al for bioweapons

Level 1 ,
“probably possible”

Level 2 Both sides test models before release for cyber, bio, and alignment risks
A testing body is “likely feasible,” but checking for secret models is hard

Level 3 A "speed limit" on recursive self-improvement, like the SALT arms treaties
“difficult but just on the edge of being possible”
A full pacing agreement, or a pause

Level 4

“unlikely to actually happen any time soon”

Which level could actually be verified? Discuss with a neighbor.

Amodei, We Must Pace the Frontier, September 12, 2026

35



Al 2040: A Detailed Plan for Pacing

Al Futures Project, July 2026. Written as a plan for what should happen.

2030-35
2027 2029 Scale within human 2040
Transparency law US-China deal range Superintelligence
Congress passes an Al Both agree to avoid a Up to top-expert level, under Unpause and scale, under
Transparency Act superintelligence race verification the agreement
[ ® o [ o o [
2028 2030 2035
Al on the ballot Automation held back Pause
The election turns on Al Fully automated Al research Hold at expert level while

policy would have arrived alignment matures

Compute verification Research transparency Many companies and countries Mutually assured compute destruction

Al Futures Project, Al 2040: Plan A (ai-2040.com), July 9, 2026 36



The Policy Toolkit

Q © 3

Transparency Testing Licensing

Publish safety plans and report Government institutes evaluate Only chartered developers may
serious incidents. models before release. train the largest models.

() JAN C

Compute controls Audits and liability International deals
Thresholds, export controls, and Independent audits and legal Red lines, shared testing, and
chip tracking. responsibility for harm. verification.

37



Why Govern Compute?

Compute is "detectable, excludable, and quantifiable.”

~10%” FLOP

C~6ND

N = parameters, D = training tokens 10%° FLOP

Frontier chips come from a handful of
firms and sit in large, visible data
centers.

~2x102° FLOP

10° FLOP

GPT-6 Astra, the largest run so far (Epoch
estimate)

California, New York, lllinois, and Connecticut
laws apply

GPT-4, 2023 (Epoch estimate)

EU systemic-risk models, Sanders bill pause

Thresholds age quickly, because algorithms keep getting more efficient.

Sastry, Heim et al., Computing Power and the Governance of Artificial Intelligence, 2024 / Epoch Al estimates 38



Can Compute Be Verified?

Proposed layers, from chips to treaties

Chips Hardware Data centers Training runs
Location verification On-chip mechanisms Declared clusters, Checking what a

and tracking. A bill _, that enforce agreed _,  Inspections, and _,  Cluster actually trained,
requiring it cleared a rules and keep usage satellite imagery. and with how much
House committee 42-0. logs. compute.

Most of these mechanisms are still prototypes, and verification is the hardest part of any international
deal.

RAND, verification of international Al agreements / flexHEG proposals / Chip Security Act, House Foreign Affairs Committee, March 26,
2026 39



Who Is Governing Al?

Local

States

California, New York, lllinois,
Connecticut

National

Governments

US CAISSI, UK Al Security
Institute, China's CAC and
TC260, the EU Al Act

International

Blocs and the UN

UN Scientific Panel, Al
summits, WAICO, Pax Silica

40



Case Study: California

September 2024 September 2025

Governor Newsom vetoes SB SB 53 becomes the first US
1047, a broad frontier Al safety > frontier Al transparency law, in
bill. effect January 2026.

What SB 53 requires

Publish a frontier Al framework Report critical incidents within 15 days

Build CalCompute, a public cloud

California SB 53 (2025) / Office of the Governor of California, September 18 and 30, 2026

September 2026

New package: independent

> verifiers, an auditor registry, 13
more Al bills, and an order to
study a “kill switch."

Protect whistleblowers

41



Two State Laws Side by Side

California SB 53

Signed September 29, 2025
In effect January 1, 2026
Covers Training above 10%° FLOP, more duties above

$500M revenue

Incidents Report within 15 days to the state emergency
office
Penalties Up to $1M per violation

New York RAISE Act
December 19, 2025, amended March 2026
January 1, 2027

Same compute and revenue thresholds

Report within 72 hours to a new office in NY DFS

$1M for a first violation, $3M after

lllinois (July 2026) became the first state to require third-party audits.

California SB 53 / New York RAISE Act, as amended March 27, 2026 / lllinois SB 315, 2026 42



Washington: From CAISI to CAISSI

Sep 2026
Jun 2025 May 2026 CAISSI
CAISI Sep 2025 Testing agreements Renamed for “Super
The US Al Safety Institute is DeepSeek evaluation Google DeepMind, Intelligence” by executive
renamed CAISI tests a Chinese model Microsoft, and xAl order
[ ® o [ o o [
Jul 2025 Dec 2025 Jun 2026
Al Action Plan Order on state laws Cyber review
A pro-innovation federal A task force to challenge Voluntary pre-release review
strategy state Al rules of frontier models

Congress has not passed a law that preempts state rules, and federal testing remains voluntary.

NIST CAISSI / Executive Order 14365, December 11, 2025 / Executive order of September 29, 2026 43



The Ban Artificial Superintelligence Act

S. 5493, Senator Sanders, September 23, 2026. House companion: H.R. 10538, Rep. Casar.

Ban

No one may build or hold superintelligence, or systems with

“precursor” traits such as automating Al research or evading Status

oversight. Introduced and referred to the Senate

Commerce Committee

Pause

Models trained with 102° FLOP or more pause until a new “We call for a prohibition on the development of

Department of Al is staffed and has rules. superintelligence, not lifted before there is broad
scientific consensus that it will be done safely and

License controllably, and strong public buy-in."

Developing advanced Al requires a federal charter. Statement on Superintelligence, October 2025, about 77,000
signatures

Enforce

Reckless violations can carry up to 20 years in prison.

How would you define “superintelligence” in a law?

S. 5493, Ban Artificial Superintelligence Act of 2026 (congress.gov) / Future of Life Institute, Statement on Superintelligence
(superintelligence-statement.org) 44



United Kingdom: The Al Security Institute

£66m 100+ £2/7/m

budget per year technical staff Alignment Project grants to 60 research projects

Tested before release in 2026: Claude Mythos, GPT-5.5, GPT-6 Astra

“...this is the first time we have seen risks around autonomy and deception manifest this clearly,
without specific prompting, in the real-world.”

AlSI incident report, August 4, 2026

UK Al Security Institute (aisi.gov.uk), 2026
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China: Binding Rules and a Safety Framework

Aug 2023 Feb 2025 Sep 2025
Generative Al rules CnAISDA Labeling rules
Binding CAC rules for public China's Al safety and Al-generated content must
chatbots development association be labeled
[ [ [ [ [ [
Sep 2024 Jul 2025 Sep 2026
Safety framework 1.0 Global action plan Framework 3.0
From the TC260 standards Proposes a world Al Adds risks from Al agents
body organization

A national Al law is on the 2026 legislative plan, but no draft has been published.

Cyberspace Administration of China / TC260 Al Safety Governance Framework, versions 1.0 to 3.0 / Global Al Governance Action
Plan, July 2025 46



European Union: The Al Act

Unacceptable: banned
High risk: strict requirements
Limited risk: transparency duties

Minimal risk: no new rules

European Commission, Al Act / Regulation (EU) 2026/1744

August 2025

Rules for general-purpose models take effect.
Above 10%° FLOP, a model is presumed to pose
systemic risk.

2026

The Digital Omnibus delays high-risk rules to
December 2027 and August 2028.
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US-China Coordination

Pax Silica
Led by the US State Department since December 2025

e Secures supply chains for chips, Al, and critical
minerals

e 24 signatories, including Japan, South Korea,
India, and the EU

e Chinais the implied rival

Is global Al governance splitting into two blocs?

WAICO

World Al Cooperation Organization, proposed by China
in 2025

e 29 countries signed the founding agreement in
Shanghai, July 16, 2026

o Capacity building for the Global South and
Chinese open-weight models

e The US and EU are not members

US Department of State, Pax Silica / Xinhua, July 16, 2026 / The Diplomat, July 2026



Global Coordination So Far

Aug 2025 Feb 2026
UN Scientific Panel Safety report Jul 2026
Created by the General International Al Safety UN Global Dialogue

Assembly Report, 2026 edition First session, in Geneva

o [ [ [ o [
Sep 2025 Feb 2026 Sep 2026
Red Lines call India Al Impact Summit US-China channel
Asks for an agreement by Next summit: Geneva, 2027 Agreed at the Trump and Xi

the end of 2026

The red-lines call set a deadline of the end of 2026. Will anything meet it?

UN A/RES/79/325 / Global Call for Al Red Lines, 2025 / International Al Safety Report 2026 / White House, September 26, 2026

summit
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Just the Last Five Weeks

Sep 9
Sep 3 OpenAl Sep 18 Sep 26 Sep 29
GPT-6 Astra "The policy window is California order US-China channel CAISSI
Released to the public open” Studies a “kill switch” For Al incidents “Super Intelligence” order

Sep 8 Sep 12 Sep 23 Sep 28 Sep 30
Navier-Stokes Amodei Sanders bill UK AISI California

Claimed proof, review “We must pace the Ban superintelligence Astra attack report Signs 13 Al bills
pending frontier”

Sources on the preceding slides 50



Activity: Let's Vote!

Pick one policy to pass by 2028.

SB 53 for Federal
everyone licensing
Transparency and Charters for the
incident reporting largest models, as
hationwide in the Sanders bill

What evidence would change your vote?

Chip tracking

Location
verification for
advanced chips

A testing deal

US and China test
before release
(Level 2)

One light
federal rule

Preempt the states
with a single
national standard

o1



Readings

Forecasting
Measuring Al Ability to Complete Long Tasks Kwa et al., 2025
Time Horizon 1.1 METR, 2026

Frontier Risk Report METR, 2026
Al 2027 Kokotajlo et al., 2025

Al 2040: Plan A Al Futures Project, 2026

Al as Normal Technology Narayanan & Kapoor, 2025

ForecastBench: Al models have likely reached parity FRI, 2026
Trends in Al Epoch Al

Canaries in the Coal Mine? Brynjolfsson et al., 2026

Governance

Pacing the Frontier Statement, 2026

We Must Pace the Frontier Amodei, 2026

Policy on the Al Exponential Amodei, 2026

Computing Power and the Governance of Al Sastry, Heim et al., 2024
California SB 53 2025

S. 5493, Ban Artificial Superintelligence Act 2026

UK AlSl incident report 2026

International Al Safety Report 2026 Bengio et al., 2026
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https://arxiv.org/abs/2503.14499
https://metr.org/blog/2026-1-29-time-horizon-1-1/
https://metr.org/blog/2026-05-19-frontier-risk-report/
https://ai-2027.com/
https://ai-2040.com/
https://knightcolumbia.org/content/ai-as-normal-technology
https://forecastingresearch.substack.com/p/ai-models-have-likely-reached-parity
https://epoch.ai/trends
https://digitaleconomy.stanford.edu/publications/canaries-in-the-coal-mine/
https://pacingthefrontier.com/
https://darioamodei.com/post/we-must-pace-the-frontier
https://darioamodei.com/post/policy-on-the-ai-exponential
https://arxiv.org/abs/2402.08797
https://leginfo.legislature.ca.gov/faces/billNavClient.xhtml?bill_id=202520260SB53
https://www.congress.gov/bill/119th-congress/senate-bill/5493
https://www.aisi.gov.uk/blog/incident-report-unsanctioned-agent-behaviour-during-cyber-testing
https://internationalaisafetyreport.org/

